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We consider distributed stochastic convex optimization with a fixed budget of N inde-
pendent samples split among m workers. Sample average approximation reduces the problem
to a regularized finite-sum problem whose local Hessians are statistically similar. This allows
the Hessian of the local objective at the server to be used as an inexact Hessian of the global
objective, while the workers communicate only gradients. We apply the optimal accelerated
inexact Newton extragradient method of [1] and propose its distributed restarted variant for the
strongly convex empirical problem. The method reaches the statistical accuracy of order N−1/2

in Õ
(
max{N1/7,m1/4}

)
communication rounds. Hence, with m = N4/7 workers, it requires

Õ
(
N1/7

)
rounds, improving the dependence on the total sample size from Õ

(
N1/6

)
for the pre-

vious accelerated cubic Newton construction of [2]. Each iteration uses two gradient aggregation
rounds and does not require Hessian communication.
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2 Y. Sokolov et al.

1. Introduction

In this work, we consider the distributed stochastic optimization problem

min
x∈Rd

{F(x) := Eξf(x, ξ)}, (1.1)

where ξ is a random variable, e.g. random data, and f is convex and sufficiently smooth, which
implies that F is convex. Let x∗ be a solution of (1.1). We assume access to m workers and a total
fixed budget of N independent realizations of ξ. Let T denote the number of communication
rounds. Under the fixed sample budget N , we are interested in reaching accuracy EF(xT ) −
− F(x∗) ≤ ε using as few communication rounds T and as many workers m as possible.

In this work we use two smoothness assumptions. For all ξ, f(x, ξ) is L0-Lipschitz continuous

|f(x, ξ)− f(y, ξ)| ≤ L0‖x− y‖, ∀x, y ∈ R
d, (1.2)

and has L-Lipschitz continuous Hessian

‖∇2f(x, ξ)−∇2f(y, ξ)‖ ≤ L‖x− y‖, ∀x, y ∈ R
d.

Two standard approaches to problem (1.1) are stochastic approximation (SA) [3–7] and sample
average approximation (SAA) [8, 9].

Agafonov et al. [2] showed that second-order information can reduce the communication
complexity of SAA-based distributed methods. Their analysis follows three steps. First, SAA
reduces the stochastic problem to a regularized strongly convex finite-sum problem. Second,
the iid partition of the sample yields statistical similarity between local and global empirical
Hessians. Third, the local Hessian at the master node is used as an inexact Hessian of the
global objective. An accelerated cubic Newton method [10, 11] is then applied with restarts.
We use the same reduction and replace the accelerated cubic Newton method with the recently
proposed accelerated inexact Newton extragradient (AINE) method [1], which is optimal for
convex optimization with inexact Hessians. We next introduce the SAA reduction and statistical
similarity. Section 2 then formalizes the inexact-Hessian model and gives the distributed AINE
method and its restart scheme.

1. Sample average approximation. In this paper, we follow the SAA approach [2] by

sampling N iid realizations ξk,j in advance and constructing regularized finite-sum problem

min
x∈Rd

{
F (x) := 1

m

m∑

k=1

fk(x) +
µ

2
‖x− x0‖2

}
, (1.3)
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martin.takac@mbzuai.ac.ae

Mohamed bin Zayed University of Artificial Intelligence

Dmitry I. Kamzolov
kamzolov.opt@gmail.com

Independent Researcher

Artem D. Agafonov
agafonov.artem98@gmail.com

Mohamed bin Zayed University of Artificial Intelligence
Moscow Institute of Physics and Technology

Submitted to Russian Journal of Nonlinear Dynamics



Optimal Inexact Second-Order Acceleration for Distributed Optimization 3

where fk(x) =
1
n

∑n
j=1 f(x, ξ

k,j). The main idea of SAA approach is that x∗ can be approximated

by the solution of (1.3) x∗F . We assume that x∗ and x∗F belong to the Euclidean ball centered at
x0 with radius R.

Following [2], by [12, Corollary 1.2] under the L0-Lipschitz continuity assumption (1.2) and

an appropriate choice of the regularization parameter µ =
L0 logN

R
√
N

, with probability at least 1−δ,

F(x∗F )−F(x∗) ≤ O

(
L0R√
N

log N
δ

)
. Since F is L0-Lipschitz continuous, F(x)−F(x∗F ) ≤ L0‖x−

− x∗F ‖. Thus, for x = xT , we obtain

F(xT )− F(x∗) ≤ L0‖xT − x∗F ‖+O

(
L0R√
N

log N
δ

)
. (1.4)

Thus, it is sufficient to find a good approximation xT to the solution x∗F of the finite-sum
problem (1.3).

2. Statistical similarity. The finite-sum representation provides one more important
property that can be exploited by distributed second-order methods. Under the assumption that
ξk,j are iid, the following bound holds for all k with probability at least 1− δ:

sup
w

∥∥∥∥∥∥
1
m

m∑

j=1

∇2fj(w) −∇2fk(w)

∥∥∥∥∥∥
≤ β = Õ

(√
LL0d
n

)
. (1.5)

3. Distributed acceleration with inexact Hessians. We follow the approach of [2]
and use local Hessian at the server as an approximation of global Hessian. We propose the
distributed version of the Accelerated Inexact Newton Extragradient method of [1] with optimal

convergence rate O

(
βR2

T 2
+ LR3

T 7/2

)
in convex case. For strongly convex case, applying the restart

technique with the SAA transfer (1.4) and similarity bound (2.1) we obtain

F(xT )− F(x∗) ≤ Õ

(
exp

(
−min

{
T

N1/7
, T

m1/4

})
+ 1√

N

)
. (1.6)

The comparison with [2] is summarized in Table 1. The values of T and m in the table are
obtained by balancing the optimization and statistical errors and then using as many workers as
possible without increasing the communication complexity.

Table 1. Comparison with the accelerated cubic Newton method of [2].

Method Bound T m

Distributed Accelerated cubic
Newton [2]

Õ
(
exp

(
−min

{
T

N1/6 ,
T

m1/4

})
+ 1√

N

)
N1/6 N2/3

Distributed AINE [this work] Õ
(
exp

(
−min

{
T

N1/7 ,
T

m1/4

})
+ 1√

N

)
N1/7 N4/7

The new method improves the communication dependence on the sample size from N1/6

to N1/7. The balanced number of workers changes from N2/3 to N4/7, which makes the
communication–parallelization trade-off explicit.
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4 Y. Sokolov et al.

1.1. Related works

1. Distributed optimization under statistical similarity. Statistical similarity, also
referred to as second-order similarity or Hessian similarity, has been extensively used to reduce
the communication complexity of distributed empirical risk minimization. DANE [13] uses lo-
cal subproblems corrected by the global gradient. DiSCO [14] implements an inexact damped
Newton method using distributed preconditioned conjugate gradients. The statistically precon-
ditioned accelerated gradient method of [15] uses a local empirical objective as a preconditioner
for the global problem.

The closest work to ours is [2]. The authors use the local Hessian at the master node as an
inexact Hessian of the global objective and apply an accelerated cubic Newton method. They
further combine the finite-sum convergence rate with SAA and obtain a guarantee for the original
stochastic optimization problem. We use the same statistical reduction, communication model,
and local-Hessian construction. The difference is that we replace their accelerated cubic Newton
method with AINE.

Several communication-efficient methods under similarity have appeared after [2]. Kovalev
et al. [16] proposed an accelerated gradient-sliding method that matches lower complexity bounds
on both communication rounds and local gradient computations in the full-participation strongly
convex setting. Khaled and Jin [17] combined second-order similarity with client sampling,
approximate proximal steps, and variance reduction. Lin et al. [18] studied average second-order
similarity, proposed the SVRS and AccSVRS methods, and established nearly matching lower
bounds. Jiang et al. [19] revisited DANE and proposed DANE+ and FedRed, which allow inexact
local solvers and improve local computational complexity. Their subsequent stabilized proximal-
point methods [20] support partial client participation, stochastic local solvers, acceleration, and
adaptive line search.

These works consider broader communication and local computation trade-offs for finite-
sum or federated optimization. Our goal is different. We study the rate obtained by inserting an
optimal inexact second-order method into the second-order SAA construction of [2]. Therefore,
Table 1 compares methods within this construction.

2. Distributed and inexact second-order methods. Another line of work develops
distributed Newton-type methods that learn or compress approximations of global curvature.
FedNL [21] learns compressed local Hessian approximations and provides variants with partial
participation, cubic regularization, and line search. FLECS [22] combines low-dimensional Hes-
sian sketches with compression to reduce the memory and communication costs of Hessian learn-
ing. In contrast, our method neither learns nor communicates an approximation of the global
Hessian. It uses the local Hessian available at the master node, while the workers communicate
gradients only.

For centralized convex optimization, Ghadimi et al. [10] introduced accelerated cubic regu-
larization with inexact Hessians. Inexactness was subsequently studied for arbitrary-order tensor
methods in [23]. Globally convergent accelerated second-order methods with stochastic gradient
and Hessian oracles were developed in [11, 24]. Chen et al. [1] proposed AINE and established
the optimal inexact second-order oracle complexity given by (2.5) for convex objectives with
Lipschitz continuous Hessians. We use AINE without modifying its acceleration rule. Our anal-
ysis concerns its distributed implementation under statistical similarity, its restart for strongly
convex finite-sum objectives, and the subsequent SAA transfer.

Submitted to Russian Journal of Nonlinear Dynamics



Optimal Inexact Second-Order Acceleration for Distributed Optimization 5

1.2. Our contribution

The main contribution of this paper is twofold.

1. Distributed finite-sum optimization. We apply AINE to the strongly convex finite-
sum problem (1.3). Statistical similarity (1.5) makes the Hessian available at the master node a
β-inexact Hessian (2.1), so the AINE oracle can be implemented by (2.3). We give a distributed
implementation that uses two gradient aggregations per iteration, keeps the local Hessian at the
master node, and attains the restarted communication complexity (2.11).

2. Distributed stochastic optimization. We combine the finite-sum result with the
SAA transfer (1.4) and obtain the population guarantee (1.6). The method reaches the statistical
accuracy in the number of communication rounds given by (3.3). The largest number of workers
that preserves this complexity is given by (3.4). Within the second-order SAA construction of [2],

this improves the communication dependence on the total sample size from N1/6 to N1/7.

2. Distributed AINE under Statistical Similarity

We call a symmetric matrix H(x) a β-inexact Hessian of F at x if

‖H(x) −∇2F (x)‖ ≤ β. (2.1)

For the SAA problem (1.3), we use H(x) = ∇2f1(x) + µI. The common quadratic regularizer
cancels in the Hessian difference. Therefore, the statistical similarity bound (1.5) implies (2.1).

We apply AINE [1, Algorithm 2]. The algorithm below specializes it to the second-order
case p = 2 with Hessian inexactness β.

A β-inexact Monteiro–Svaiter oracle queried at z returns (y, λ) such that

‖∇F (y) + λ(y − z)‖ ≤ λ
2
‖y − z‖, λ ≥ c

(
β + L‖y − z‖

)
. (2.2)

By [1, Lemma 3.1], it is implemented with the inexact Hessian H(z) by the cubic-regularized
Newton subproblem

F̃ (u, z) = F (z) + 〈∇F (z), u − z〉

+ 1
2
〈(H(z) + 2βI)(u − z), u− z〉+ L

3
‖u− z‖3,

y = argminu F̃ (u, z),

λ = 2β + L‖y − z‖. (2.3)

We use the master/workers architecture of [2, Section 3]. Without loss of generality, agent
1 is chosen as the central node (server), and the remaining m− 1 agents are workers connected
to the server. Each agent k stores its local objective fk. At an oracle query point z, the server
broadcasts z to the workers. Every worker computes ∇fk(z) and sends this vector to the server,
which forms

∇F (z) = 1
m

m∑

k=1

∇fk(z) + µ(z − x0).

The server computes the local Hessian ∇2f1(z), constructs the model F̃ (·, z) in (2.3), and obtains
y by minimizing this model. It then broadcasts y to the workers. The workers return ∇fk(y),
allowing the server to form ∇F (y) and complete the AINE update.

Submitted to Russian Journal of Nonlinear Dynamics



6 Y. Sokolov et al.

Thus, one AINE iteration requires two communication rounds: one aggregation at z and
one at y. Each communication transmits only vectors, while the Hessian ∇2f1(z) is computed
once per iteration and remains on the server. The local sample size on the server may also be
increased; this reduces the inexactness parameter β in (1.5) without changing the communicated
objects.

Algorithm 1 AINE specialized to p = 2 with Hessian inexactness β [1, Algorithm 2]

Require: x0, horizon t, the oracle (2.2), and a known bound D0 ≥ ‖x0 − x∗
F ‖2/2

1: v0 = z0 = x0, A0 = 0
2: (y0, λ0)← Oβ

2 (z0)
3: for j = 0, . . . , t− 1 do

4: If j = 0, set λ′
j = λ0

5: Elif j = 1 or Aj > 2As, store s = j, As = Aj , and set

λ′
j = Θ


β +

(
D0L

2

A
3/2
s

)2/7



6: Otherwise set λ′
j = λ′

s

7: a′j+1 ← (1 +
√
1 + 4λ′

jAj)/(2λ
′
j), A

′
j+1 ← Aj + a′j+1

8: zj ← (Ajxj + a′j+1vj)/A
′
j+1

9: if j > 0 then

10: (yj , λj)← Oβ
2 (zj)

11: end if

12: θj ← min{1, λ′
j/λj}, aj+1 ← θja

′
j+1, Aj+1 ← Aj + aj+1

13: xj+1 ← ((1− θj)Ajxj + θjA
′
j+1yj)/Aj+1

14: vj+1 ← vj − aj+1∇F (yj)
15: end for

16: return xt

The parameter D0 need not be the exact initial distance: any known upper bound on
‖x0 − x∗F‖2/2 is sufficient. In particular, a certified radius R0 ≥ ‖x0 − x∗F ‖ allows the choice

D0 = R2
0/2. Theorem 3.1 of [1], specialized to p = 2 with Hessian inexactness β, yields

F (xt)− F (x∗F ) = O


βD0

t2
+

LD
3/2
0

t7/2


 . (2.4)

Equivalently, the number of AINE iterations required to reach objective accuracy ε is

O




√
βR2

0
ε +

(
LR3

0
ε

)2/7

 , R0 ≥ ‖x0 − x∗F‖. (2.5)

2.1. Restarted method for strongly convex objectives

The empirical objective F in (1.3) is µ-strongly convex. We apply the restart construction
of [2, Section 3] to the convex rate (2.4).

Corollary 1. The iterates of Algorithm 2 satisfy

‖zs − x∗F ‖ ≤ R0 2
−s, F (zs)− F (x∗F ) ≤

µR2
0

2
2−2s. (2.7)

Submitted to Russian Journal of Nonlinear Dynamics



Optimal Inexact Second-Order Acceleration for Distributed Optimization 7

Algorithm 2 Restarted distributed AINE

Require: z0, R0 ≥ ‖z0 − x∗
F ‖, and µ > 0

1: for s = 1, 2, . . . do

2: Rs−1 ← R0/2
s−1

3: x
(s)
0 ← zs−1, v

(s)
0 ← zs−1, z

(s)
0 ← zs−1, A

(s)
0 ← 0

4: D0,s ← R2
s−1/2

5: Choose

ts =



Cmax






√
β
µ,

(
LRs−1

µ

)2/7








(2.6)

for a sufficiently large universal constant C

6: Run Algorithm 1 for ts iterations with the initialized state (x
(s)
0 , v

(s)
0 , z

(s)
0 , A

(s)
0 ) and bound D0,s

7: zs ← x
(s)
ts

8: end for

Counting two communication rounds per iteration, set

τ1 = 1 + C

(
LR0
µ

)2/7

, τ2 = 1 +C

√
β
µ. (2.8)

For an arbitrary communication budget T , let

S(T ) =

⌊
T

2max{τ1, τ2}

⌋
, xT := zS(T ). (2.9)

Thus xT is the last completed restart point if the budget expires inside a stage. The iterates

satisfy

‖xT − x∗F ‖ ≤ 2R0 exp

(
− (ln 2)T

2max{τ1, τ2}

)
. (2.10)

Moreover, reaching F (zs)− F (x∗F ) ≤ ε requires

T = O



(
LR0
µ

)2/7

+


1 +

√
β
µ


 log

µR2
0

ε


 (2.11)

communication rounds.

Proof.

If ‖zs−1−x∗F ‖ ≤ Rs−1, then the initialization in Algorithm 2 gives D0,s = R2
s−1/2 ≥ ‖zs−1−

− x∗F ‖2/2. Hence Theorem 3.1 of [1], equivalently (2.4), applies at stage s. Together with (2.6),

it gives F (zs)− F (x∗F ) ≤ µR2
s−1/8. Strong convexity consequently gives ‖zs − x∗F ‖ ≤ Rs−1/2 =

= Rs, and induction proves (2.7). Since Rs−1 ≤ R0 and ⌈a⌉ ≤ a+1, the definitions in (2.6)–(2.8)
imply ts ≤ max{τ1, τ2}. Each stage uses two communication rounds per iteration, so at least S(T )

stages are completed within the budget T . Combining this fact with (2.7) and 2−⌊a⌋ ≤ 2 exp(−
−a ln 2) proves (2.10). Finally, summing the geometrically decreasing (LRs−1/µ)

2/7 terms and

the constant 1 +
√

β/µ term over the restart stages gives (2.11).

Submitted to Russian Journal of Nonlinear Dynamics



8 Y. Sokolov et al.

3. Application to Stochastic Optimization Problem

Combining the SAA transfer (1.4) with (2.10) gives

F (xT )− F (x∗) ≤ Õ

(
2L0R0 exp

(
− (ln 2)T

2max{τ1, τ2}

)
+

L0R√
N

)
. (3.1)

Thus, the population error is the sum of the optimization error and the finite-sample approxi-
mation error.

Using µ = Õ(N−1/2) and β = Õ((m/N)1/2) from (1.5) in (2.8) yields

τ1 ≃ N1/7, τ2 ≃ m1/4. (3.2)

Thus the optimization and statistical terms in (3.1) have the same order after

T = Õ
(
max{N1/7,m1/4}

)
(3.3)

communication rounds. Full parallelization means increasing m only until it starts increasing
the required number of rounds. Balancing the two terms in (3.2) gives

m = N4/7, T = Õ(N1/7). (3.4)

For comparison, the accelerated cubic method in [2, Section 4] gives m = N2/3 and T = Õ(N1/6).

4. Numerical Experiments

We evaluate the construction of Section 2 on logistic regression. The experiments compare
the server and global Hessians, report convergence against both outer iterations and communi-
cated bits, and examine how the server sample size affects the accelerated method.

4.1. Setup

We use the LIBSVM [25] a9a training set: rows normalized to unit Euclidean norm and
one deterministic tail sample dropped, leaving N = 32,560 examples of dimension d = 123 split
evenly over m nodes, so each node holds n = N/m of them and node 1 is the server. Each

realization is a labelled example ξ = (a, b) ∈ R
d × {−1,+1}, and f in (1.3) is the logistic loss

f(x, ξ) = log
(
1 + exp(−b a⊤x)

)
. (4.1)

We take x0 = 1 and µ = 0. Unit row norms give the certified upper bound L ≤ 1/(6
√
3) for the

Hessian-Lipschitz constant.

The two partitions differ in how the index set is cut. The IID split assigns each node a
uniformly random slice of the examples, which is the sampling model behind (1.5). The hetero-

geneous split instead draws a direction u uniformly from the unit sphere, orders the examples by
the projections 〈ai, u〉, and cuts the ordered list into m consecutive blocks of equal size. Writing
i1, . . . , iN for the resulting order,

〈ai1 , u〉 ≤ · · · ≤ 〈aiN , u〉, Ik = { i(k−1)n+1, . . . , ikn }, k = 1, . . . ,m. (4.2)

Submitted to Russian Journal of Nonlinear Dynamics



Optimal Inexact Second-Order Acceleration for Distributed Optimization 9

Different nodes then hold different regions of feature space and the examples on a node are not an
independent sample of the population, so the reasoning behind (1.5) no longer applies. Figures 1
and 2 fix m = 16, and Figure 4 varies the block. Figures 1, 2, and 4 report medians over three
seeds, while Figure 3 reports medians and interquartile ranges over five seeds.

All methods aggregate the gradient of the full objective and differ only in the Hessian.
Cubic regularized Newton [26], its Nesterov-accelerated form [27], and Algorithm 1 are each
run with the exact ∇2F and with the server ∇2f1; the exact-Hessian runs are controls, since
assembling ∇2F requires every node to transmit a d× d block. Only the uplink is charged. The
communication axis reports payload per worker: a vector costs 32d bits and a symmetric Hessian
32d(d + 1)/2 bits, so one Hessian is worth (d + 1)/2 gradients. The accelerated methods spend
two gradient aggregations per outer iteration against one for the unaccelerated method.

1. Constants. Two quantities have to be fixed before the runs, the cubic regularization
constant and the inexactness parameter, and they are fixed in different ways.

The cubic constant is tuned per method. For each method we sweep a grid of values
jointly with the free parameter of its accelerated scheme. For ACRN this is the weight of the
extrapolation step, the coefficient with which the previous iterate enters the point at which the
model is built, and for Algorithm 1 it is the scale of the guess λ′ in the Guess subroutine. The
plots therefore compare the best stable configuration of each method rather than all methods
under one common cubic constant.

The inexactness parameter is swept on the same grid. The condition Algorithm 1 verifies at
every iteration, the first in (2.2), involves only ∇F (y), λ and y − z, never ∇2F . A run whose β
is too small to satisfy it stops there, and we report the best of the runs that complete. ACRN
performs no such check, so its configuration is selected on the final gap alone.

4.2. Convergence

With the exact Hessian, Algorithm 1 attains the smallest final objective gap in Figures 1
and 2 Its curve is close to that of the Nesterov-accelerated cubic method over much of the run,
and the separation becomes visible only at the longer horizon shown here.

Under the IID split, Algorithm 1 driven by ∇2f1 reaches the smallest final gap among
the three server-Hessian variants. Its normalized communication curve is also below the other
server-Hessian accelerated curve at the end of the reported run. Under the heterogeneous split
it is second among the server-Hessian accelerated methods, consistently with the larger Hessian
mismatch measured for this split in Figure 3.

Submitted to Russian Journal of Nonlinear Dynamics
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Fig. 2. Heterogeneous split.

4.3. The mismatch and the certificate

Figure 3 measures ‖∇2f1(xt)−∇2F (xt)‖ along the run. Between the two splits at the same
block size it differs by more than an order of magnitude, which is what separates the two figures
above.

The covariance certificate shown in Figure 3 is nearly flat in n and substantially exceeds the
realized mismatch on this problem. Supplying such a conservative value increases the term 2βI
in (2.3) and reduces the practical benefit of the server Hessian. Thus, constructing a computable
certificate that follows the realized similarity remains an important practical issue.
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Fig. 3. Hessian mismatch.

4.4. Server block size

Figure 4 isolates the effect of the server block. Under the IID split, the final gap of the
server-Hessian AINE run decreases as the server block grows over the range considered. The
corresponding changes for ACRN [2] and for the uncorrected substitution are smaller at this
horizon. The three methods use the same full gradients and differ in how they incorporate
the server Hessian. Under the heterogeneous split, increasing the block gives a much smaller
improvement, consistently with the slower decay of the measured mismatch in Figure 3.
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5. Conclusion

In this paper, we applied optimal acceleration with inexact Hessians to distributed stochas-
tic optimization under statistical similarity. We showed that the Hessian of the local empirical
objective stored at the server can be used as an inexact Hessian of the global empirical objec-
tive. This gives a distributed implementation of AINE in which the workers communicate only
gradients. Combined with restarts and sample average approximation, the method reaches the

statistical accuracy in Õ
(
max{N1/7,m1/4}

)
communication rounds. Choosing m = N4/7 gives

the complexity Õ
(
N1/7

)
and improves the dependence on the sample size compared with the

previous accelerated cubic Newton construction.

The experiments support the role of statistical similarity in this construction. Under an
IID partition, increasing the server sample size reduces the measured local-to-global Hessian
mismatch and improves the final accuracy of the server-Hessian AINE run. Under the heteroge-
neous partition, the mismatch is larger and decays more slowly, and the same gain is substantially
weaker. The results therefore agree with the dependence on statistical similarity predicted by
the theory.
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