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Abstract

Second-order methods for smooth monotone variational inequalities reach the optimal
rate O(T −3/2), but a distributed exact Jacobian costs d times more communication than an
operator value. We show that similarity does part of the work for free: if the server’s Jacobian
differs from the global one by at most β, using it gives O(L1D3T −3/2+βD2T −1) at first-order
communication cost. A quasi-Newton approximation of the residual Jacobian ∇F − ∇F1,
built from secants already communicated, improves the model but cannot remove the T −1

term, because any uniform bound on the Jacobian error leaves it in the rate. We therefore
certify the surrogate only along the candidate step: one Jacobian–vector product tests it,
and a failed test is reused as an exact correction. This attains the exact rate O(L1D3T −3/2)
while transmitting only vectors. Experiments on LIBSVM and synthetic instances measure
accuracy against communication.
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1 Introduction
Many problems in engineering, economics, and machine learning ask for an equilibrium rather
than for a minimum: several agents act at once, and we look for a state in which none of them
can improve alone. Variational inequalities (VIs) are the standard language for questions of
this type [1, 2]. They describe traffic equilibria, where every driver picks the fastest route and
the choices of the others change what “fastest” means [3]; market models and Nash equilibria,
where each firm reacts to the decisions of its competitors [9]; and power control in wireless
networks [10]. The same form appears in machine learning, for example in adversarial training [4]
and in generative adversarial networks [5]. VIs also have a long history in control theory. A
linear system closed by a sector-bounded feedback nonlinearity has a monotone nonlinearity,
so the steady states of the loop solve a monotone VI, and stability is checked by frequency
conditions going back to Yakubovich [6]. Monotonicity is still the main tool in modern control
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work on equilibrium seeking over networks [7]. Because so many different models share one
structure, a fast and reliable VI solver is useful far beyond a single application.

Throughout the paper Z ⊂ Rd is a nonempty compact convex set and F : Z → Rd is a
continuous operator. We call F monotone if

⟨F (x)− F (y), x− y⟩ ≥ 0 for all x, y ∈ Z, (1)

and µ-strongly monotone if the left-hand side is at least µ ∥x− y∥2 for some µ > 0. Monotonicity
plays here the role of convexity: when F = ∇f , the two conditions above say exactly that f is
convex, respectively µ-strongly convex. The variational inequality problem is

find z⋆ ∈ Z such that ⟨F (z⋆), z − z⋆⟩ ≥ 0 for every z ∈ Z. (2)

Geometrically, −F (z⋆) points out of the set Z, so no feasible direction improves the situation;
if z⋆ is interior, (2) just means F (z⋆) = 0.

A solution is almost never reached exactly, so we measure the quality of a point ẑ ∈ Z by
the Minty gap

Gap(ẑ) := sup
z∈Z
⟨F (z), ẑ − z⟩ . (3)

For monotone F this quantity is nonnegative on Z, and it equals zero exactly at a solution
of (2). All rates in this paper are stated for the gap. We write D := supx,y∈Z ∥x− y∥ for the
diameter of Z. L0 for the Lipschitz constant of F : ∥F (x)− F (y)∥ ≤ L0 ∥x− y∥, and L1 for the
Lipschitz constant of its Jacobian,

∥∇F (x)−∇F (y)∥op ≤ L1 ∥x− y∥ , x, y ∈ Z. (4)

The first drives the rates of first-order methods, the second those of second-order methods.
Three standard problems are special cases of (2). For F = ∇f with f convex and differen-

tiable, (2) is the first-order optimality condition of minz∈Z f(z). For z = (x, y), Z = X ×Y and
F (z) =

(
∇xϕ(x, y), −∇yϕ(x, y)

)
, its solutions are the saddle points of minx∈X maxy∈Y ϕ(x, y),

and F is monotone exactly when ϕ is convex–concave; the minus sign makes F a non-gradient
field, so ∇F is in general not symmetric and BFGS-type formulas, which produce symmetric
matrices, do not apply directly. For Z = Rd, (2) reduces to the nonlinear system F (z⋆) = 0,
where D is infinite and the gap must be replaced by a residual such as ∥F (ẑ)∥.
The classical first-order methods for VIs are Extragradient [11], the optimistic (past extragra-
dient) method [8], Mirror–Prox [12], and dual extrapolation [13]. They use only values of F ,
and they reach the ergodic rate Gap(z̃T ) = O(L0D2T −1), which cannot be improved by any
method that uses first-order information only. Curvature information gives a better rate. The
Newton proximal extragradient method of Monteiro and Svaiter [14] uses the Jacobian ∇F and
reaches O(L1D3T −3/2), and methods that use p derivatives reach O(T −(p+1)/2), which is also
optimal for that class [17, 16, 18, 15]. The price is that every step needs a full Jacobian (or a
higher-order tensor) and an inner regularized subproblem. Quasi-Newton (QN) methods try to
avoid this price: they build an approximation of the Jacobian from operator values only [20, 21],
and recent work extends them to saddle-point problems [22]. Agafonov et al. [19] make the
trade-off explicit for VIs: they measure how much Jacobian error a second-order method can
tolerate, give an optimal method under this error, and use Broyden-type approximations inside
it.

In many modern applications the data are not stored on one machine. This leads to the
distributed (finite-sum) operator

F (z) =
M∑

i=1
wiFi(z), wi > 0,

M∑
i=1

wi = 1, (5)
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where node i can evaluate only its own Fi, and the server (which we also call node 1) collects
the results. Here local computation is usually cheap and communication is expensive, so the
right question is not only how many iterations a method needs, but also how much information
must cross the network. For first-order methods this question is well understood: there are lower
bounds and matching optimal decentralized algorithms [29], together with practical schemes that
use compression and local steps [24]. For second-order methods much less is known, and the
existing Newton-type distributed algorithms were designed mainly for minimization [26, 27, 28];
moreover, one exact global Jacobian costs O(Md2) transmitted scalars, that is, d times more
than one global operator value.

This gives a trade-off. We are willing to compute more on the workers, because that buys
faster convergence, but we are not willing to send a full Jacobian, because communication is the
expensive resource. Two ideas make second-order VI methods possible under this constraint.
The first is quasi-Newton updates, which replace the Jacobian by a matrix assembled from
operator values. The second is similarity: the operator stored at the server may already be
close to the global one, so its Jacobian is a free model of the global Jacobian. Both ideas are
well developed, but not where we need them. Distributed quasi-Newton methods with non-
asymptotic guarantees exist for minimization [33, 34] but not for monotone VIs. Similarity has
been used for VIs, but together with first-order methods [23, 24, 25], so the curvature it carries
is left unused.

For minimization, similarity is usually written as
∥∥∇2fi(z)−∇2f(z)

∥∥
op ≤ δ, where δ be-

comes small when each node’s data is statistically close to each other and to the average [30,
31, 32]. Under this assumption the local model already carries most of the global curvature, so
a method can communicate much less. It transfers to VIs without loss: for the canonical saddle
operator

Fi(z) =
(
∇xϕi(x, y)
−∇yϕi(x, y)

)
= Dsp∇ϕi(z), Dsp := diag(I,−I),

we have ∇Fi(z) = Dsp∇2ϕi(z), and Dsp is orthogonal, so Hessian similarity and Jacobian
similarity are the same quantity in operator norm. We therefore work directly with the Jacobian
similarity parameter

β := sup
z∈Z
∥∇F (z)−∇F1(z)∥op . (6)

If β is small, the Jacobian ∇F1, which the server can compute without any communication,
is already a good model of the global Jacobian; if β is large, this local model is biased in a
systematic way.

Bringing the two ideas together in a distributed VI raises three questions:

Can similarity alone communicate less than first-order methods for VIs?
Can a distributed QN method for VIs outperform first-order methods?

Can distributed QN reach the rate of an exact second-order method cheaper than
sending a full Jacobian?

We answer them in turn.

Main Contributions.

• Similarity alone already helps. If the server uses only its own Jacobian ∇F1, the
method converges as O

(
L1D3T −3/2 + βD2T −1

)
and sends nothing beyond what a first-

order method sends. The slow term matches the optimal first-order rate O(L0D2T −1) in
its order in T , but carries β instead of L0. Since β ≤ 2L0, the method is never slower up
to a constant, and it is much faster when the nodes hold similar data, β ≪ L0.

• Quasi-Newton helps further, but not enough on its own. We approximate only the
difference ∇F −∇F1, using secants the method has already communicated, and combine
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it with the exact server Jacobian. This lowers the model error in practice but does not
remove the T −1 term: any uniform bound on the Jacobian error, however small, leaves
such a term in the rate.

• A certificate closes the gap. Instead of asking the model to be accurate as a matrix,
we ask it to be accurate only along the step we actually take. One Jacobian–vector
product tests this; if the test fails, the same product is reused to correct the model in
that direction, and the step is recomputed. The method then attains the exact second-
order rate O(L1D3T −3/2) while only vectors of length d cross the network. The number
of extra products is governed by the quality of the current approximation and grows with
the dimension only in the worst case.

• Experiments. On real and synthetic problems we compare both versions with an exact-
Jacobian method and with first-order baselines.

Organization. Section 2 fixes the problem, the communication model, and the residual op-
erator. Section 3 recalls the inexact-Jacobian theory we build on and separates its two accuracy
requirements. The three questions are then answered in order: Section 4 treats similarity alone,
Section 5 adds the residual quasi-Newton approximation, and Section 6 adds the certificate and
proves the exact rate together with the communication bounds. Section 7 reports the numerical
study. Proofs are in the appendices.

2 Problem Formulation and Communication Model
We solve the variational inequality (2) on a nonempty compact convex set Z ⊂ Rd of diameter
D, with a continuously differentiable operator F that is monotone in the sense of (1) and has an
L1-Lipschitz Jacobian in the sense of (4). The output of an algorithm is judged by the gap (3).
The operator has the finite-sum form (5), and the local–global Jacobian similarity is measured
by β from (6).

2.1 Communication model

The system has M nodes and a server, and the server is also worker 1. It can therefore evaluate
F1, the local Jacobian ∇F1, and local Jacobian–vector products without any network exchange.
Everything that involves the average (5) needs the other nodes. We assume full participation:
every node answers every request. Local computation is treated as cheap and communication
as expensive, as in federated and cluster settings, so we ask not only how many iterations a
method needs but how mane scalars have to cross the network.

Three global quantities appear in second-order methods, and each is one collective synchro-
nization, so they differ in volume and not in rounds. An operator value has each node send
wiFi(v), a vector of length d. A Jacobian–vector product has the server broadcast s and each
node return wi∇Fi(v)s, again a vector of length d; crucially, no node builds its Jacobian, since
∇Fi(v)s is a directional derivative costing about one operator evaluation. A full Jacobian has
each node send the d2 entries of wi∇Fi(v). The first two therefore cost Md transmitted scalars
and the third costs Md2. The gap of size d between the Jacobian and JVP is the reason for the
whole construction of this paper.

2.2 Complexity measures

We count the following quantities separately, because a system may be limited by any one of
them:

• Nsync: number of communication rounds;
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• Nscal: communication volume, measured by the number of communicated scalars;

• NF : number of global operator evaluations;

• NJVP: number of global Jacobian–vector products;

• NJ : number of global Jacobian evaluations.

Keeping Nsync and Nscal apart matters here: a network with a high fixed cost per round and
plenty of bandwidth would judge the two methods differently from a network with the opposite
profile.

2.3 The residual operator

The server already knows F1, so the only unknown part of the problem is the difference between
the average and the server’s own operator. We call it the residual operator,

G(z) := F (z)− F1(z), (7)

and write its Jacobian at an outer point vk as

Rk := ∇G(vk) = ∇F (vk)−∇F1(vk). (8)

This is the object our quasi-Newton matrices approximate. Approximating G rather than F is
what makes similarity useful: by (6) the quantity we have to learn is small when the nodes hold
similar data, whereas ∇F itself is not small in any regime.

Since ∥∇G(z)∥op ≤ β on Z by (6), the residual operator is β-Lipschitz,

∥G(x)−G(y)∥ ≤ β ∥x− y∥ , x, y ∈ Z. (9)

The residual therefore changes slowly, which is why secants collected earlier stay informative.
For the error bounds based on stored secants we use one additional assumption, which is not

needed for the basic certified convergence theorem:

∥∇G(x)−∇G(y)∥op ≤ LG ∥x− y∥ , x, y ∈ Z. (10)

This holds whenever both ∇F and ∇F1 are Lipschitz; it only quantifies how fast an old secant
becomes a poor description of Rk.

Finally, a residual secant costs nothing extra: y = G(b)−G(a) combines two global operator
values the outer method has already requested with two local evaluations at the server, so the
quasi-Newton model needs no communication of its own.

3 Inexact Jacobians: two kinds of accuracy
All three methods below replace the exact Jacobian by a surrogate Jk and differ only in that
surrogate, so they share one convergence theory, the inexact-Jacobian analysis of Agafonov et
al. [19], which we call VIJI. Its key feature is that it contains two accuracy requirements that
do very different things.

Theorem 1 ([19, Theorems 3.2 and 3.3]). Suppose that the Jacobian surrogate Jk satisfies the
uniform bound

∥∇F (vk)− Jk∥op ≤ δ (11)
at every outer iteration, and that each regularized inner VI is solved to the required inner certifi-
cate. With the parameter choice of [19, Theorem 3.2], where the adaptive dual-step parameter
is set to the same bound δ,

Gap(z̃T ) ≤ 16
√

2 L1D3

T 3/2 + 16
√

2 δD2

T
. (12)
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If, in addition, every accepted step sk satisfies the directional condition

∥(∇F (vk)− Jk)sk∥ ≤
L1
2 ∥sk∥2 , (13)

and the outer dual-step parameter is chosen as in [19, Theorem 3.3], namely ρk := L1
2 ∥sk∥ (their

βk, renamed to avoid a clash with the similarity radius β), then

Gap(z̃T ) ≤ 32L1D3

T 3/2 . (14)

The two conditions play different roles, and the whole paper lives in the space between them.
The uniform bound (11) is a statement about a matrix: it must hold in every direction. It makes
the inner regularized model admissible but leaves the extra term O(δD2/T ) in the rate, which
decays more slowly than T −3/2. The directional condition (13) is a statement about a single
vector: the surrogate must be accurate along the step actually taken. It removes the extra term.

4 Similarity alone: the local-Jacobian baseline
The first question asks how far similarity gets us on its own. The answer is immediate from
Theorem 1: the server uses its own Jacobian as the surrogate and pays nothing for it.

Corollary 1 (Local-Jacobian rate). Set Jk = ∇F1(vk). By (6) the uniform condition (11) holds
with δ = β, so

Gap(z̃T ) ≤ 16
√

2 L1D3

T 3/2 + 16
√

2 βD2

T
. (15)

We call (15) the local-Jacobian rate and the method attaining it the local-Jacobian baseline.

Corollary 2 (Communication of the local-Jacobian baseline). To reach Gap ≤ ε the local-
Jacobian baseline needs

T loc
ε = O

(L1D3

ε

)2/3

+ βD2

ε


outer iterations, hence Nsync = 2T loc

ε rounds and Nscal = 2MdT loc
ε transmitted scalars, with

NJVP = NJ = 0.

This answers the first question. An optimal first-order method needs O(L0D2/ε) iterations
and the same two vector reductions per iteration. The leading terms have the same order in ε,
but the constant is β instead of L0, and the remaining term is of lower order. Since β is small
exactly when the nodes hold similar data, the baseline then sends far fewer scalars in total, and
the same amount per iteration.

The baseline has one weakness. The β/T term eventually dominates, from

T ≍
(

L1D

β

)2
,

after which the method converges at the first-order rate with a better constant. High accuracy
becomes communication-expensive whenever β > 0, which is the generic case.

5 Residual quasi-Newton
The second question asks whether a quasi-Newton approximation improves on the baseline. We
first say precisely what is approximated.
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5.1 What the quasi-Newton matrix approximates

The server knows ∇F1 exactly, so there is no reason to approximate the whole Jacobian. We ap-
proximate only the residual Jacobian Rk = ∇G(vk) of Section 2. If Bk is such an approximation,
the surrogate is

JQN
k := ∇F1(vk) + Bk, (16)

and the resulting Jacobian error is

Hk := Rk −Bk = ∇F (vk)− JQN
k . (17)

The identity (17) is exact: the server part contributes nothing to the error, and all inexactness
of the surrogate is the residual-QN error Hk. This is the sense in which the exact local Jacobian
and the quasi-Newton approximation are combined.

Section 2 makes Rk the right target: it is small under similarity, and its secants cost no
communication.

5.2 Building Bk from stored residual secants

For residual secant pairs

sj = bj − aj , yj = G(bj)−G(aj), j = 1, . . . , m,

we have ∥yj∥ ≤ β ∥sj∥ by (9). Collect them into

S = [s1, . . . , sm], Y = [y1, . . . , ym],

and define the minimum-Frobenius-norm least-squares secant approximation

B̂k := Y S†, (18)

where S† is the Moore–Penrose pseudoinverse, that is, the minimum-Frobenius-norm minimizer
of ∥BS − Y ∥F. If S has full column rank, then S†S = Im and B̂kS = Y , so B̂k is an exact
multisecant matrix [35]; for rank-deficient S it is the minimum-norm least-squares solution. No
rank assumption on S is needed anywhere below, and no separate approximation of an individual
worker operator Fi is ever formed.

Similarity gives one piece of information that a general quasi-Newton problem does not have:
the unknown target itself lies in a known set,

Rk ∈ Bβ, Bβ := {B ∈ Rd×d : ∥B∥op ≤ β}.

There is no reason to return a matrix outside this set, so we use the projected approximation

Bk := ΠF
Bβ

(
B̂k

)
, (19)

where ΠF is the metric projection in the Frobenius norm, computationally a clipping of the
singular values at β.

Proposition 1 (Uniform bound from similarity). For the projected approximation (19),

∥Rk −Bk∥op ≤ 2β for every k, (20)

and the projection never increases the Frobenius error:

∥Rk −Bk∥F ≤
∥∥∥Rk − B̂k

∥∥∥
F

. (21)

Both statements are immediate: Rk and Bk both lie in Bβ, which gives (20) by the triangle
inequality, and Rk ∈ Bβ makes the projection nonexpansive relative to Rk. The threshold is
thus fixed by the similarity assumption itself. The projection is not needed to run the method;
it is what turns similarity into a bound on ∥Hk∥ that holds whatever the stored secants look
like.

7



5.3 How good is a model built from old secants?

A secant measured on an earlier segment describes the current residual Jacobian only up to the
change of curvature between the two points. Write

PS := SS†

for the orthogonal projector onto the span of the stored directions.

Theorem 2 (Error of a model built from stored secants). Assume (10). The unprojected matrix
(18) satisfies

Rk − B̂k = Rk(I − PS) + (RkS − Y )S†, (22)
and the two terms are Frobenius-orthogonal, so∥∥∥Rk − B̂k

∥∥∥2

F
= ∥Rk(I − PS)∥2F +

∥∥∥(RkS − Y )S†
∥∥∥2

F
. (23)

For the projected matrix (19),

∥Rk −Bk∥2F ≤ ∥Rk(I − PS)∥2F

+ L2
G

∥∥∥S†
∥∥∥2

op

m∑
j=1

(
∥vk − aj∥+ 1

2 ∥sj∥
)2
∥sj∥2 .

(24)

The decomposition separates two sources of error that behave differently. The first term
is the part of the residual Jacobian acting in directions the stored secants do not cover; it is
reduced by collecting more and more diverse secants. The second term is the price of using
secants measured away from vk; it grows with the distance ∥vk − aj∥ and is amplified when S is
poorly conditioned. Many nearly parallel secants can therefore give a worse model than a few
well-spread ones.

Products stored from earlier certificate tests admit the same kind of bound, which lets the
certified method of the next section to reuse them.

Corollary 3 (Error of a model built from stored products). Suppose u1, . . . , um are orthonormal
and that at earlier points vj the algorithm stored the exact products hj = ∇G(vj)uj. Put

U = [u1, . . . , um], PU = UUT, B̂jvp
k :=

m∑
j=1

hjuT
j , Bjvp

k := ΠF
Bβ

(
B̂jvp

k

)
.

Then, under (10),
∥∥∥Rk −Bjvp

k

∥∥∥2

F
≤ ∥Rk(I − PU )∥2F + L2

G

m∑
j=1
∥vk − vj∥2 . (25)

5.4 What residual quasi-Newton achieves, and what it does not

Putting (16) into Theorem 1 gives the answer to the second question.

Proposition 2 (Uncertified rate). Suppose ∥Hk∥op ≤ δQN at every outer iteration and that JQN
k

is used without a directional certificate. Then

Gap(z̃T ) ≤ 16
√

2 L1D3

T 3/2 + 16
√

2 δQND2

T
. (26)

For the projected approximation (19), Proposition 1 gives δQN = 2β, hence

Gap(z̃T ) ≤ 16
√

2 L1D3

T 3/2 + 32
√

2 βD2

T
.
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The method still sends only two vectors per iteration, so it is as cheap as the baseline and
still cheaper than an optimal first-order method. In that sense the answer to the second question
is yes.

The answer is also incomplete. The guaranteed bound δQN ≤ 2β is, in the worst case,
no better than the baseline value β; what a good model really buys is a smaller ∥Hk∥ at the
iterations where the stored secants are informative, which Theorem 2 quantifies. A theorem
that sees only a uniform bound cannot use this, since any fixed nonzero δQN contributes a T −1

term. The obstruction is not the quality of the matrix but the demand that it be accurate in
every direction.

6 Directional certificates and the exact second-order rate
The third question asks for the exact second-order rate without the cost of a full Jacobian. By
Theorem 1 it is enough to enforce the directional condition (13) on accepted steps, a condition
on one vector that one global Jacobian–vector product verifies. The method checks it and refines
only when the check fails.

Throughout this section the uniform bound is still needed, but only to make the inner
models admissible. For the projected approximation, Proposition 1 gives the same value at
every iteration,

∥Hk∥op ≤ δ̄, δ̄ := 2β, (27)

which is (11) with δ = δ̄.

6.1 Refinement

Fix an outer iteration k. After r failed tests, let Uk,r hold the orthonormal directions learned so
far, and put

Pk,r := Uk,rUT
k,r, Ck,r := HkPk,r, Pk,0 = 0, Ck,0 = 0.

The surrogate used in trial r is

Jk,r = ∇F1(vk) + Bk + Ck,r, (28)

and its error satisfies
∇F (vk)− Jk,r = Hk(I − Pk,r). (29)

The correction Ck,r is never computed as a matrix product with the unknown Hk; it is accumu-
lated one rank-one term at a time from the failed tests, as the algorithm below shows. Identity
(29) has two consequences: the error can only shrink during refinement, so (27) stays valid for
every trial, and after d failures Pk,d = I and the surrogate acts exactly like ∇F (vk).

A failed test always produces a genuinely new direction: if (I −Pk,r)sk,r = 0 then (29) gives
ek,r = 0 and the test cannot fail, so wk,r ̸= 0 on failure and the product delivers the exact value
Hkuk,r+1 in a direction the model did not know.

6.2 The exact rate

Theorem 3 (Certified distributed refinement). Assume (1), (4), and (6). At each outer iteration
build Bk by (19), run Algorithm 1, and after acceptance use ρk = L1

2 ∥sk∥. Then every accepted
step satisfies (13), and

Gap(z̃T ) ≤ 32L1D3

T 3/2 . (30)

The refinement stops after at most d global Jacobian–vector products per outer iteration.

This is the exact second-order rate of (14): the term that carried β in Corollary 1 and δQN
in Proposition 2 is gone, and NJ = 0.
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Algorithm 1 Certified residual-QN refinement at outer iteration k

1: Inputs:
outer point vk; stored residual secants (S, Y ); constants L1 and β.

2: Server. Form B̂k = Y S† by a rank-revealing decomposition, or set B̂k = 0 if the memory
is empty.

3: Server. Set Bk = ΠF
Bβ

(B̂k) by clipping the singular values at β.
4: Set Uk,0 empty, Pk,0 = 0, Ck,0 = 0, r = 0.
5: while true do
6: Server. Set Jk,r = ∇F1(vk) + Bk + Ck,r.
7: Server. Solve the regularized inner subproblem of [19, Algorithm 1] with surrogate Jk,r

and uniform bound δ̄ = 2β, to the inner certificate of [19, Theorem 3.3]. This uses no
communication. It returns a candidate xk,r; set sk,r = xk,r − vk.

8: if r = d then
9: Set ρk = L1

2 ∥sk,r∥ and return xk,r; by (29) the Jacobian action is already exact.
10: end if
11: Communication. Server broadcasts sk,r; worker i returns gi = wi∇Fi(vk)sk,r; a reduc-

tion gives g = ∇F (vk)sk,r.
12: Server. Compute the certificate residual ek,r = g − Jk,rsk,r.
13: if ∥ek,r∥ ≤ L1

2 ∥sk,r∥2 then
14: Set ρk = L1

2 ∥sk,r∥ and return xk,r.
15: else
16: Server. Take the part of the step outside the learned subspace, wk,r = (I−Pk,r)sk,r,

and normalize, uk,r+1 = wk,r/ ∥wk,r∥.
17: Server. Since ek,r = Hkwk,r by (29), the exact product in the new direction is

hk,r+1 = ek,r/ ∥wk,r∥ = Hkuk,r+1.
18: Server. Append uk,r+1 to Uk,r, and update Pk,r+1 = Pk,r + uk,r+1uT

k,r+1, Ck,r+1 =
Ck,r + hk,r+1uT

k,r+1.
19: r ← r + 1.
20: end if
21: end while

6.3 How many products the certificate costs

The bound qk ≤ d only says the loop terminates. The useful statement is that the number of
products is controlled by the quality of the model, and the dimension enters only as a worst
case.

Theorem 4 (Bound on failed certificates). Let Fk be the set of failed trials at iteration k, let
sk,r be the candidate step of trial r, and let qk be the number of global Jacobian–vector products
used. Then ∑

r∈Fk

∥sk,r∥2 <
4

L2
1
∥Hk∥2F . (31)

If no test fails, qk ≤ 1. Otherwise, writing τk := minr∈Fk
∥sk,r∥ for the length of the shortest

failed step,

qk ≤ min
{

d, 1 + 4 ∥Hk∥2F
L2

1τ2
k

}
. (32)

The Frobenius norm appears because each failed test consumes one orthogonal direction and,
by (31), a share of ∥Hk∥2F proportional to the squared length of the failed step. The budget is
finite, so long failed steps are few. Equivalently, since ∥Hk∥2F = sr(Hk) ∥Hk∥2op for the stable
rank sr, an error that is large but concentrated in few directions is cheap to certify.
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Combining Theorem 4 with Theorem 2 expresses the cost directly in terms of the stored
secants.
Corollary 4 (Product count from stored secants). If a test fails and Bk is built from stored
secants by (19), then

qk ≤ min
{

d, 1 + 4
L2

1τ2
k

[
∥Rk(I − PS)∥2F

+ L2
G

∥∥∥S†
∥∥∥2

op

m∑
j=1

(
∥vk − aj∥+ 1

2 ∥sj∥
)2
∥sj∥2

]}
.

(33)

This is where the quasi-Newton model finally pays off in a theorem: it could not change the
rate in Proposition 2, but here it reduces the communication.

6.4 End-to-end communication

Let

Tε :=


(

32L1D3

ε

)2/3
 , QT :=

T −1∑
k=0

qk, (34)

the iterations needed for accuracy ε by (30) and the total number of global products over T
iterations. We count two global operator reductions per accepted iteration.
Theorem 5 (End-to-end communication complexity). The certified method reaches Gap ≤ ε
with

N cert
sync = 2Tε + QTε , N cert

scal = Md
(
2Tε + QTε

)
, (35)

N cert
F = 2Tε, N cert

JVP = QTε , N cert
J = 0, (36)

and

QT ≤ min

dT, T + 4
L2

1

∑
0≤k<T
Fk ̸=∅

∥Hk∥2F
τ2

k

 . (37)

A method using exact Jacobians needs

N exact
sync = 3Tε, N exact

scal = M(2d + d2)Tε, (38)

so that
N cert

scal ≤ N exact
scal , (39)

with strict inequality whenever QT /T < d.

If the model is built from stored secants, ∥Hk∥2F in (37) may be replaced by the right-hand
side of (24).
Corollary 5 (Bandwidth reduction factor). For a common horizon T ,

N cert
scal

N exact
scal

= 2 + QT /T

d + 2 . (40)

Hence in any regime with QT /T = o(d) the certified method transmits a vanishing fraction of
the scalars a full-Jacobian method needs, as d grows.

Volume and rounds must be kept apart. The exact-Jacobian method uses three collective
phases per iteration, the certified method 2 + qk, and its extra products are sequential, since
each depends on the candidate produced after the previous correction. The certified method
can therefore transmit far less data and still use more rounds; which matters depends on the
network.

11



Table 1: Communication per accepted outer iteration. The two operator reductions common to
all four methods are included.

Method Synchronizations Scalars sent Curvature source
Local Jacobian 2 2Md local Jacobian
Residual QN 2 2Md stored residual secants
Exact-J 3 M(2d + d2) full global Jacobian
Certified residual QN 2 + qk Md(2 + qk) qk sequential products

7 Numerical study
The study tests three statements, each of which can fail: that communicating curvature can
reduce total cost; that the certificate of Theorem 3 can replace full-Jacobian communication by
qk ≪ d global JVPs; and that the δD2/T term of (12) is attained. Appendix D carries the
auxiliary instances, the protocol and every secondary measurement.

Instance and methods. The instance is distributed robust logistic regression with a shared
adversarial perturbation,

min
∥w∥≤Rw

max
∥r∥≤Rr

1
N

∑N
j=1 log

(
1 + e−bjwT(aj+r))− γ

2 ∥r∥
2 , (41)

on a9a (VI dimension d = 246) and w8a (d = 600) over M = 25 nodes, with Rw = 1, Rr = 1/4
and γ = R2

w/4, the smallest value for which (41) is monotone; it is not strongly monotone,
µ = 0 exactly, and its Jacobian is nonsymmetric and z-dependent, so charging Md2 per refresh
is not an artefact of the instance. Class-balanced feature shards indexed by h ∈ [0, 1] set the
heterogeneity — a9a at five levels with five seeds, w8a at h = 0 — and the similarity radius β̂sim
of (49) is measured on each partition.

All methods share the outer algorithm, the inner solver, the outer step and the starting
point, and differ only in the Jacobian surrogate substituted into the regularized model (44): the
comparison isolates the Jacobian surrogate rather than changes to the outer algorithm. The label
Local-J below denotes the local-Jacobian baseline Jk = ∇F1(vk). With Bk = ΠF

Bβ
(YkS†

k) the
projected residual-QN approximation (19) built from stored residual secant pairs and Ck,r the
correction (28) obtained from the r failed tests at iteration k, the surrogates and the Jacobian-
error bounds used in their inner models are

∇F (vk)︸ ︷︷ ︸
Exact-J, δ=0

, ∇F1(vk)︸ ︷︷ ︸
Local-J, δ=β

, ∇F1(vk) + Bk︸ ︷︷ ︸
uncertified, δ̄=2β

, ∇F1(vk) + Bk + Ck,r︸ ︷︷ ︸
certified

, (42)

The uncertified surrogate is the method of Section 5 run at its a priori level δ̄ = 2β of Proposi-
tion 1; it is the row Residual multisecant of Table 2 and the curve of the same name in Figures 1
and 2. The certified variants are run both with Bk = 0 and with the QN approximation built
from stored residual secants and previously computed residual JVPs. For each choice of Bk we
report a run with the fixed value δ̄ = 2β and a run with the step-dependent value δdir

k selected
by the directional procedure. Extragradient on F is the first-order baseline.

The level δ enters a method twice, and the two roles are kept apart throughout: it is the
Jacobian-error bound declared to the inner model (44), where it scales the regularizer and so
fixes the length of the trial step, and it sets the dual step ρk = (L1/2) ∥sk∥ taken once a step is
accepted. Theorem 3 requires the first to be a valid bound and the second to be taken at the
accepted step, which is what the rows at the fixed value δ̄ = 2β realize; the rows at δdir

k declare
a level the theorem does not license and are reported as a heuristic.

Accuracy is stated in the gap (3), the quantity the rate theorems bound: a run stops at
Gap(z̃T ) ≤ 10−3 Gap(z0), with Gap(z0) evaluated at the common starting point and therefore
the same for every partition of a data set.
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Figure 1: Gap of the same runs against transmitted scalars (top) and communication rounds
(bottom), on (a) the least and (b) the most biased shard of a9a and (c) w8a. Only the abscissa
differs between the rows.

Table 2: Communication to reach Gap(z̃T ) ≤ 10−3 Gap(z0); every method reaches it and is run
until it does. Means over five seeds on a9a, one partition on w8a; the spread over seeds is at
most 9% for the certified rows and 34% for the local-only baselines.

a9a, h = 0 a9a, h = 1 w8a, h = 0
Method T Nscal T Nscal T Nscal

Extragradient, α = 1/L0 2 084 2.56·107 2 084 2.56·107 3 068 9.20·107

Exact-J 33.0 5.03·107 33.0 5.03·107 42.0 3.79·108

Exact-J, lazy q = 5 33.0 1.10·107 33.0 1.10·107 42.0 8.23·107

Local-J 245 3.01·106 2 295 2.82·107 247 7.41·106

Residual multisecant 483 5.95·106 4 875 6.00·107 482 1.45·107

Certified, δ̄ 25.8 5.17·105 15.0 3.53·105 37.0 1.77·106

Certified + QN, δ̄ 25.8 5.10·105 15.0 3.46·105 37.0 1.77·106

Certified, δdir
k 29.2 5.97·105 26.4 6.19·105 36.0 1.71·106

Certified + QN, δdir
k 29.2 5.92·105 26.2 6.10·105 36.0 1.71·106

Communication, and the two cost axes. On a9a at the least biased shard, the certified
method with the QN approximation built from stored residual secants and previously computed
residual JVPs reaches the tolerance with 5.10 · 105 transmitted scalar coordinates in 25.8 outer
iterations. This is a factor 99 below Exact-J and 5.9 below Local-J in communication volume;
it also uses fewer synchronizations than Exact-J, 83 against 99. On w8a, the corresponding
factor relative to Exact-J is 214. The measured ratio QT /T remains small compared with d, as
required by Corollary 5: 1.22 on a9a and 1.19 on w8a.

The two margins are of different sizes and should be read separately: against Exact-J the
factor is two orders of magnitude and grows with d, while against the communication-free
surrogates it is single-digit at this accuracy — 4.2 over Local-J on w8a — and reaches 82 at
h = 1, where the server shard is least representative and Local-J is paying the βD2/T term
of Corollary 1. The certified method is the only one of the family that is never the expensive
choice in either comparison.

A full-Jacobian iteration is expensive in scalar coordinates: under the accounting of Sec-
tion 2, one Exact-J iteration transmits M(d2 +2d) coordinates, whereas one first-order iteration
transmits 2Md. Their ratio is (d + 2)/2, equal to 124 on a9a and 301 on w8a. This explains
why a method can use few outer iterations and still communicate more data: Exact-J needs
33 outer iterations on a9a against 2 084 for the first-order baseline, a ratio of 63.2, and still
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Figure 2: (a) cumulative global JVPs ∑j≤k qj on a9a for the pair that isolates the effect of
reusing stored residual secants and JVPs — the certified method with δ̄ = 2β with and without
the QN approximation — dashed for h = 0 and solid for h = 1; filled markers are the iteration
reaching Gap ≤ 10−3 Gap(z0), and the saving quoted below is read there and not at the right
edge. (b) transmitted scalar coordinates to reach Gap ≤ 10−3 Gap(z0) against the measured
radius (49), one point per partition, all 25 of them for each method. (c) compensated gap on the
rate copy of I3 at β = 0.4, with the two fitted windows shaded and each curve stopped where
its residual reaches the numerical resolution of the global JVP computations; a T −3/2 law gives
a bounded curve, a surviving δD2/T term a growing one.

transmits 2.0 times its payload. Across the three cells of Table 2, at least one certified variant
uses no more outer iterations than Exact-J while transmitting fewer scalar coordinates than
every non-certified method shown in the table.

That certified variants also use fewer outer iterations, and on a9a fewer synchronizations,
than Exact-J is not a statement about the Jacobian surrogate, and we do not read it as one. The
four methods do not declare the same Jacobian-error bound to the inner model (44) — δ = 0 for
Exact-J against the δ̄ = 2β or δdir

k that Theorem 3 requires of the certified variants — and the
declared bound is what regularizes (44) and so fixes the length of the trial step. To test this, we
ran Exact-J with its own exact Jacobian but with the Jacobian-error level of a certified variant
declared to (44), changing nothing else. It then reproduces that variant’s iteration count: 25.8
and 29.2 on a9a at h = 0, 15.0 and 26.2 at h = 1, and 30.2 to 51.2 across Table 3, against the
certified variants’ 25.8/29.2, 15.0/26.4 and 30.2 to 51.2 — in place of the 33.0 and the 50.0 to
79.0 that Exact-J needs at δ = 0. The iteration counts are therefore set by the declared level,
not by the surrogate. Which level is the cheaper one is then a property of the instance: swept
for Exact-J alone, the outer iteration count falls over the whole range δ ∈ [0, 16β] on a9a, is
smallest at an interior level on I3 that moves to 0 as β grows, and is smallest at δ = 0 on I1,
where any positive declared level stops the method inside the horizon.

The rate, and where the claim ends. Compensating the measured gap by T 3/2 separates
the two bounds: the δD2/T term of Theorem 1 is attained — Local-J and the certified method
with the fixed value δ̄ = 2β have exponents 1.23 and 1.20, both below 3/2. Instance I1 delimits
the claim: there the residual-Jacobian error is full rank and poorly aligned with the directions
visited, full-Jacobian communication is beneficial in iteration count — Exact-J needs 11 outer
iterations against 2 432 for the baseline — and this is an instance where replacing the full
Jacobian by sequential JVP corrections is not communication-efficient: the method reaches the
worst-case JVP count. The certificate is most effective when the Jacobian-approximation error
is well represented by the directions encountered by the inner solves.
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8 Limitations
Several limitations remain. (i) The method needs β and L1; underestimating L1 only costs extra
products, but underestimating β breaks the admissibility of the inner model. (ii) The guaranteed
bound ∥Hk∥op ≤ 2β is, in the worst case, no better than the baseline value β; the quasi-Newton
model helps only when the stored secants are informative, and the certificate is what turns this
into a provable gain. (iii) We assume full participation and exact products; partial participation
would need a stochastic analysis. (iv) The certificate products are sequential, so the volume can
be far below that of a full Jacobian while the number of rounds is higher. (v) As is standard, one
approximately solved subproblem counts as one iteration; on a constrained set that subproblem
carries the projection and may dominate the running time. (vi) The bound of Theorem 4 ignores
how candidate directions align with the dominant singular directions of Hk. (vii) Reusing old
secants and products reduces communication on average but not at every iteration, which is why
we report accuracy and communication together. Finally, the experiments cover two LIBSVM
and two synthetic instances; a broader claim would need more task families and measured wall-
clock time.

9 Conclusion
We placed a second-order method for distributed variational inequalities between the two stan-
dard options. It is cheaper than an optimal first-order method, because similarity replaces L0
by β at no extra communication and the residual model is built from secants already sent. It is
far cheaper than an exact second-order method, because the certified version attains the same
O(L1D3T −3/2) rate while transmitting vectors of length d rather than a d× d matrix.

One idea does this work. A uniform bound on the Jacobian error is a statement about a
matrix, and the appendix shows that reaching it needs d products in the worst case; accuracy
along one direction is a statement about a vector, is all the theory uses, and one product
verifies it. Two directions remain open: removing the known constants and allowing partial
participation, and proving a lower bound on the curvature information a distributed method
must communicate as a function of β, d, and the network, against which the count of Theorem 5
could be judged.
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A Mapping to the VIJI directional theorem
For completeness, we record the exact inner-model assumptions used from Agafonov et al. [19].
At a trial point v, let a surrogate J satisfy a known Jacobian-error bound

∥∇F (v)− J∥op ≤ δ. (43)

The regularized VIJI model is

Ωv,J,δ(x) := F (v) + J(x− v) +
(
10δ + 5L1 ∥x− v∥

)
(x− v), (44)

and an approximate inner solution satisfies the corresponding VIJI inner certificate

sup
z∈Z
⟨Ωv,J,δ(x), x− z⟩ ≤ L1

2 ∥x− v∥3 + δ ∥x− v∥2 . (45)

For Algorithm 1,
∇F (vk)− Jk,r = Hk(I − Pk,r).

For the projected approximation, (27) remains valid for every refinement trial because

∥Hk(I − Pk,r)∥op ≤ ∥Hk∥op ≤ δ̄ = 2β.

Thus one fixed VIJI inexactness parameter is valid throughout the whole refinement loop. This
is the δ entering the regularized model (10) and inner certificate (12) of Agafonov et al.; it is not
their adaptive dual-step sequence βk. To avoid collision with our similarity radius β, we denote
that source parameter by ρk. After a candidate is accepted we set

ρk = L1
2 ∥sk∥ ,

exactly as in their Theorem 3.3. The accepted candidate additionally satisfies

∥(∇F (vk)− Jk,r)sk,r∥ ≤
L1
2 ∥sk,r∥2 ,

which is exactly the directional hypothesis of Agafonov et al. [19, Theorem 3.3]. Thus the uni-
form Jacobian-error bound guarantees an admissible inner model, while the accepted directional
certificate together with ρk = L1

2 ∥sk∥ invokes their Theorem 3.3 and yields the exact T −3/2

outer rate.

B Proofs of the main results

B.1 Projected residual quasi-Newton approximation

Proof of Proposition 1. By (6), ∥Rk∥op ≤ β, hence Rk ∈ Bβ. By definition of metric projection,
Bk ∈ Bβ as well. Therefore

∥Rk −Bk∥op ≤ ∥Rk∥op + ∥Bk∥op ≤ 2β.

Since Bβ is closed and convex and contains Rk, the metric projection of B̂k onto Bβ cannot
increase its Frobenius distance to Rk:

∥Rk −Bk∥F ≤
∥∥∥Rk − B̂k

∥∥∥
F

.

This proves (20) and (21).
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B.2 Proofs for stored residual secants and JVPs

Proof of Theorem 2. Let P = PS = SS† and B̂ = Y S†. Since P is the orthogonal projector
onto range(S),

Rk − B̂ = Rk(I − P ) + RkP − Y S† = Rk(I − P ) + (RkS − Y )S†,

which proves (22). The first summand has right support in range(S)⊥, whereas the second
satisfies

(RkS − Y )S† = (RkS − Y )S†P.

Hence their Frobenius inner product is zero, and (23) follows.
For the jth secant, the fundamental theorem of calculus gives

yj =
∫ 1

0
∇G(aj + tsj)sj dt.

Thus
Rksj − yj =

∫ 1

0

[
Rk −∇G(aj + tsj)

]
sj dt.

Using (10),

∥Rksj − yj∥ ≤ LG

∫ 1

0
∥vk − aj − tsj∥ ∥sj∥ dt

≤ LG

(
∥vk − aj∥+ 1

2 ∥sj∥
)
∥sj∥ .

Summing squared column bounds yields

∥RkS − Y ∥2F ≤ L2
G

m∑
j=1

(
∥vk − aj∥+ 1

2 ∥sj∥
)2
∥sj∥2 .

Finally, ∥∥∥(RkS − Y )S†
∥∥∥

F
≤ ∥RkS − Y ∥F

∥∥∥S†
∥∥∥

op
.

Projection onto the closed convex set Bβ cannot increase the Frobenius distance to Rk ∈ Bβ.
Together with (21), the preceding estimate gives (24).

Proof of Corollary 3. Let PU = UUT and first consider B̂jvp
k . Since the columns of U are

orthonormal,
B̂jvp

k PU = B̂jvp
k , (Rk − B̂jvp

k )(I − PU ) = Rk(I − PU ).

On the current correction subspace,

(Rk − B̂jvp
k )U =

[
(Rk −R(v1))u1, . . . , (Rk −R(vm))um

]
.

The two domain components are orthogonal, and therefore

∥∥∥Rk − B̂jvp
k

∥∥∥2

F
= ∥Rk(I − PU )∥2F +

m∑
j=1
∥(Rk −R(vj))uj∥2

≤ ∥Rk(I − PU )∥2F + L2
G

m∑
j=1
∥vk − vj∥2 .

Projection onto Bβ cannot increase the Frobenius distance because Rk ∈ Bβ. This proves
(25).
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B.3 Proof of the uncertified local-Jacobian + QN rate

Proof of Proposition 2. By (16) and (17),

∇F (vk)− JQN
k = Rk −Bk = Hk.

Therefore the hypothesis ∥Hk∥op ≤ δQN is exactly the uniform inexact-Jacobian hypothesis in
Theorem 1. Using the corresponding uniform-theorem outer parameter ρk = δQN and substi-
tuting δ = δQN into (12) gives (26). Proposition 1 gives the concrete projected residual-QN
specialization δQN ≤ 2β.

B.4 Refinement invariant and finite termination

Fix k and write H = Hk. After r failed tests, let Ur ∈ Rd×r have orthonormal columns and set

Pr := UrUT
r , Cr := HPr. (46)

Then
∇F (vk)− Jk,r = H(I − Pr), (47)

which proves (29). In particular,

∥H(I − Pr)∥op ≤ ∥H∥op ,

so the initial Jacobian-error bound remains valid through all refinement trials.
For a candidate step sr, the global JVP gives

er = H(I − Pr)sr.

If the test fails, define
wr = (I − Pr)sr, ur+1 = wr

∥wr∥
.

A failure implies wr ̸= 0. Moreover,

Hur+1 = er

∥wr∥
. (48)

Therefore the failed JVP gives the exact product Hku in a new direction, and

Cr+1 = Cr + (Hur+1)uT
r+1 = HPr+1.

The vectors u1, u2, . . . are orthonormal. Hence at most d failures are possible. If d tests fail, Ud

is an orthonormal basis of Rd, so Pd = I and (47) becomes

∇F (vk)− Jk,d = 0.

Thus the next inner solution is exact without another JVP. Every accepted step satisfies (13),
and Algorithm 1 sets ρk = L1

2 ∥sk∥ after acceptance. Therefore Theorem 1 (the directional part,
Agafonov et al., Theorem 3.3) gives (30). This proves Theorem 3.

B.5 Proof of Theorem 4

For each failed trial r, (48) and strict failure of the certificate imply

∥Hkuk,r+1∥ = ∥ek,r∥
∥wk,r∥

>
L1 ∥sk,r∥2

2 ∥wk,r∥
≥ L1

2 ∥sk,r∥ ,
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because ∥wk,r∥ ≤ ∥sk,r∥. Squaring and summing over failed trials gives

L2
1

4
∑

r∈Fk

∥sk,r∥2 <
∑

r∈Fk

∥Hkuk,r+1∥2 .

The failed directions are orthonormal, hence∑
r∈Fk

∥Hkuk,r+1∥2 ≤ ∥Hk∥2F .

This proves the Frobenius-norm inequality (31).
If Fk ̸= ∅, then

|Fk|τ2
k ≤

∑
r∈Fk

∥sk,r∥2 <
4

L2
1
∥Hk∥2F .

If fewer than d tests fail, one final successful query gives qk = |Fk| + 1; if d tests fail, the full
space has been learned and qk = d. Combining the cases gives (32).

Proof of Corollary 4. Apply (32) with Hk = Rk −Bk and substitute (24).

B.6 Proof of Theorem 5

Each accepted VIJI iteration uses two global operator reductions and qk sequential JVP reduc-
tions. This gives (35)–(36). Theorem 3 gives qk ≤ d, hence QT ≤ dT . If Fk ̸= ∅, Theorem 4
gives

qk ≤ 1 + 4 ∥Hk∥2F
L2

1τ2
k

,

whereas qk ≤ 1 if there is no failed test. Summation gives (37). The bound based on stored
secants follows from (24).

Exact-J uses the same two vector reductions and one matrix reduction per outer iteration,
yielding (38). Finally,

Md(2T + QT ) ≤Md(2T + dT ) = M(2d + d2)T,

which proves (39).

Proof of Corollary 5. For a common horizon T ,

N cert
scal = Md(2T + QT ), N exact

scal = Md(d + 2)T.

Division gives (40).

C A worst-case obstruction for uniform matrix reconstruction
The certified method requires accuracy only in the accepted step direction rather than a uni-
formly accurate Jacobian matrix. The following elementary lower bound explains why this
distinction is necessary without additional spectral assumptions.

Theorem 6 (Deterministic JVP obstruction). Let an unknown matrix A ∈ Rd×d satisfy ∥A∥op ≤
∆. Any deterministic adaptive procedure that makes q < d JVP queries and returns Â has a
consistent instance for which ∥∥∥A− Â

∥∥∥
op
≥ ∆.
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Proof. Run the procedure on the all-zero reply transcript. The resulting query vectors span a
proper subspace, so choose a unit vector w orthogonal to it and any unit vector a. Both matrices

A+ = ∆awT, A− = −∆awT

produce the same transcript. Their distance is 2∆, so at least one is at distance at least ∆ from
the common output Â.

The construction embeds into a strongly monotone distributed linear VI by adding a suf-
ficiently large multiple of the identity to every local operator and distributing the rank-one
residual among the nonserver workers. Thus the obstruction is not an artifact of an uncon-
strained matrix-recovery problem. It concerns uniform operator-norm reconstruction; it does
not prevent the directional certification used in Theorem 3.

D Additional numerical certificate verification
The main instance in full. Node i contributes the operator of the average over its shard
with the weight wi = Ni/N of (5); the shards are equal-sized and the features are normalized
to ∥aj∥ ≤ 1 before the split, so the displayed problem is the same for every partition and only
its decomposition changes. The symmetric part of the Jacobian is block diagonal, its r block
being γI − c̄ wwT with c̄ = ℓ′′ ≤ 1

4 , so γ = R2
w/4 is the smallest value for which the operator is

monotone, and that is the value taken. With λ = 0 the w block is 1
n

∑
j cj(aj + r)(aj + r)T with

cj > 0, which inherits the rank deficiency of the design matrix — rank 108 of 123 on a9a and 266
of 300 on w8a — so the symmetric part has a kernel of dimension 14 and 33 respectively at every
point of Z and the modulus of strong monotonicity is 0 rather than small. The heterogeneity
family below moves the covariance structure of the shards and not their label composition: that
stays within 0.240–0.241. We use h ∈ {0, 1

4 , 1
2 , 3

4 , 1} with five seeds on a9a, 25 partitions in all;
w8a enters the study for its dimension and not for its heterogeneity and is run at h = 0.

The auxiliary instances. Two further instances isolate the extreme regimes. Instance I1
is the cubic-regularized bilinear saddle point minx maxy yT(Ax − b) + ρ

6 ∥x∥
3 with ρ = 10−3,

d = 100 and A upper bidiagonal, whose nonzeros are split over M = 8 workers, so that the
server holds a 1/M fraction of the coupling and β = 9.95, about five times ∥A∥op = 2.00: the
worst case for a residual surrogate, since the local Jacobian is then further from the global
Jacobian than the zero matrix is. Instance I3, used wherever β or d has to be varied, is the
synthetic benchmark with controlled similarity F (z) = Az + ρz⊙3 on [−1, 1]d with F1 = F −G,
Fi = F + G/(M − 1) and G(z) = aE tanh(z/a), ∥E∥op = β; the average is exactly F , so β
changes the server Jacobian and nothing else. It is swept over β ∈ {0.02, 0.08, 0.2, 0.4, 0.8} at
d = 18 and over d ∈ {18, 40, 80, 160, 320} at β = 0.2. The rate study below uses a copy of I3
with the same algebraic form and a different conditioning, stated there, since every constant of
the rate plot depends on it.

The methods in full. In (42) the approximation Bk = ΠF
Bβ

(YkS†
k) is computed from residual

secants, with S†
k evaluated by a rank-revealing decomposition and the singular values clipped at

β as in (19); the pairs of G (7) require no additional operator reductions because both operator
values have already been computed by the outer method. Exact-J lazy refreshes ∇F (vk) every
fifth iteration. The two certified methods differ only in Bk: Certified uses Bk = 0, whereas
Certified+QN also stores the pairs (uj,l, Rjuj,l) already computed by earlier certificate tests,
as Corollary 3 permits. The memory is m = 8 on I1 and I3 and m = 20 on the real data.
Pairs enter the memory in order and the surrogate is built from the m most recent ones of
each kind, the older columns being discarded; residual secants and stored JVP pairs are kept in
separate buffers, each trimmed to 3m columns. In (19) the pseudo-inverse S†

k is taken by singular
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value decomposition of the column-normalized Sk with the singular values below 10−6σmax(Sk)
discarded, and the resulting YkS†

k is projected onto {∥B∥op ≤ β} by clipping its singular values.
The inner subproblem is solved by extragradient on the model operator of (44) at the step
1/LΩ, with LΩ = ∥Jk∥op + δ + 10L1D, warm-started at the previous iterate and stopped as
soon as the certificate (45) holds, at most 600 iterations; a run that fails the certificate doubles
its budget up to the cap. The code that produces every number and figure of this section is
at https://github.com/mojaevr/VI-Similarity-vs-QN-RJND-. Where the a priori bound
δ̄ = 2β caps the bisection that defines δdir

k , the two regularization choices coincide and the two
runs are the same method; on a9a that happens on 53% to 56% of the iterations up to the
tolerance at h = 0 and on none at all at h ≥ 1

2 , and the median ratio δdir
k /δ̄ over the certified

runs is 0.07. The separation between the two regularization choices of Section 7 is therefore a
property of the uncapped iterations, and on the least biased shard it rests on fewer than half of
them.

The step-dependent level. The level δdir
k is the smallest model level that its own inner

solution certifies: writing xδ for the inner solution of (44) at level δ, it is the fixed point of

δ = L1
2 ∥xδ − vk∥ , δ ∈ [0, δ̄],

truncated at the a priori envelope δ̄ = 2β. It is located by ten warm-started bisection steps on
[0, δ̄], each step solving (44) at the midpoint; the search returns the upper bracket, so the reported
level satisfies the directional scale with a slack of at most δ̄/210. Every solve in the search is
server-local and touches no counter, so the search costs inner iterations and no communication.

Constants, and what they are estimates of. On the LIBSVM instances L1 is the largest
ratio ∥∇F (z)−∇F (z′)∥op / ∥z − z′∥ observed on a fixed probe set, 0.349 on a9a and 0.281 on
w8a; on I1 and I3 it is the analytic constant of the cubic term. On the main instance the
similarity radius is measured on the partition,

β̂sim = max
z∈T
∥∇F1(z)−∇F (z)∥op , (49)

at six checkpoints T on a9a and five on w8a taken by exact singular value decomposition along
one high-accuracy reference trajectory common to all partitions of that data set, so that it is a
trajectory-restricted lower estimate of the β of (6) and is comparable across partitions. Both L1
and β̂sim are therefore lower estimates on the LIBSVM instances and bounds on the synthetic
ones, so there the uniform Jacobian-error bound required by Theorem 1 is assumed rather than
certified. Underestimating L1 makes the acceptance test (13) stricter and can only increase the
reported JVP counts. The residual scale is fixed at the scale of the operator, η = 1 on the
LIBSVM instances, 1/L0 on I1 and 1/ ∥A∥op on I3; the same scale is used for every method and
therefore cannot decide a comparison.

The heterogeneity family. On the main instance the shards are class-balanced feature
shards: for each class the objects are sorted along its leading principal direction and cut into
M contiguous shards, assigned at random, and h ∈ [0, 1] interpolates, each client keeping a
random fraction h of its shard while the rest is pooled and redistributed. Every object is used
exactly once and the local sample sizes stay equal, so h moves only the covariance structure of
the shards.

Global JVP counts and reuse of previously computed products. Panel (a) of Figure 2
shows how many global JVPs the certified method uses. Up to the target accuracy the count
is close to one global JVP per accepted iteration: 1.22 on a9a at h = 0 and 1.76 at h = 1 with
δ̄ = 2β, and exactly 1.00 at every dimension of the I3 sweep with the step-dependent choice δdir

k ,
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which is the choice that reaches the tolerance there; in the latter the first candidate is accepted at
every iteration up to the tolerance. The steep growth afterwards is the double-precision regime
recorded below. This is the content of Theorem 4: the bound depends on ∥Hk∥F and the length
of the failed steps, not directly by d. Since the certified method solves (44) once per candidate
step, the mean number of inner solves per accepted iteration is 1 + QT /T : 2.22 on a9a at h = 0
and 2.76 at h = 1 with δ̄ = 2β, and 2.00 at every dimension of the I3 sweep with δdir

k . These solves
are server-local and are the computational overhead the certificate trades for communication;
wall-clock is not measured here (Section 8). Reusing previously computed products in the next
QN approximation, as Theorem 2 allows, saves, at the tolerance and between two runs differing
only in whether previously computed residual JVPs are reused, 25% to 51% of the products
on I3 as β grows — measured with the step-dependent choice δdir

k , the only one that reaches
the tolerance there — and between 3% and 4% on a9a with δ̄ = 2β, the pair of Figure 2(a),
where most additional JVPs occur in the last iterations and secant/JVP information collected
at earlier points is less accurate at the current point.

The rate. Theorem 3 states a T −3/2 bound on the gap and Corollary 1 a bound with an addi-
tional βD2/T term. Compensating the measured gap separates them: Gap(z̃T ) T 3/2 is a bounded
curve under the first and grows like T 1/2 under the second. We evaluate supu∈Z ⟨F (z̃T ), z̃T − u⟩
in closed form from the support function of Z; for monotone F it upper bounds the Minty gap
(3), so a decay verified for it holds a fortiori. Panel (c) of Figure 2 reports it on a copy of I3 with
d = 18 and ρ = 0.5, hence L1 = 3.0, D = 8.49 and a compensated ceiling 32L1D3 = 58 650, and
with the eigenvalues of the symmetric part of A spread over [0.05, 2.0]. Its modulus of strong
monotonicity is 16 times smaller than that of the sweep instance, which is why the rate is read
here: a large modulus forces linear convergence, and an exponent fitted in that regime would
measure the modulus and not the T −3/2 law that the theorems, which assume only monotonicity,
assert. Exponents are least-squares slopes of log Gap against log T , fitted on the largest range in
which the inner certificate (45) holds at every iteration of every replica; past it the tolerance the
certificate requires falls below the accuracy at which the inner gap can be evaluated in double
precision, and an exponent read there would be an exponent of the rounding error. The two
families reach that point at very different horizons — Exact-J and the certified method with the
step-dependent choice δdir

k drive the residual to 1.6 · 10−8 and 4.3 · 10−7, while Local-J and the
certified method at the fixed value δ̄ = 2β are still at 0.014 and 1.4 · 10−3 after the full T = 400
— so the first pair is fitted on T ∈ [20, 89] and the second on T ∈ [128, 257], the shaded ranges
of the panel, and exponents from the two windows are not compared. Local-J and the certified
method with δ̄ = 2β attain their largest compensated gap at the right end of their window in
every replica — the curves are still rising at T = 257 — with measured exponents 1.23 and 1.20,
both below 3/2. The δD2/T term of Theorem 1 is therefore attained and is not an artefact of
the analysis: for Local-J this is Corollary 1 realized, and for the certified method it shows that
accepted steps satisfying (13) do not by themselves remove the term. It disappears when δk is
itself taken at the step-dependent choice δdir

k : on T ∈ [20, 89] that curve peaks at T ≈ 35, where
the step is still capped, and has fallen by a factor 45 by the end of the window, against 1.45 for
Exact-J on the same window; both stay below 32L1D3 by a factor of at least 17 throughout,
so both are already faster than the guarantee. That value is below the a priori bound δ̄ = 2β
and therefore outside the hypotheses of Theorem 1, so this is an empirical finding and not an
instance of the theorem: what it locates is exactly the gap a sharper analysis would have to
close. What the panel establishes is the qualitative separation between the two regularization
choices, and nothing finer.

Bandwidth factor across dimensions. Corollary 5 is an identity of the accounting model
once both methods perform the same number of accepted iterations, so what a sweep can measure
is its hypothesis: the measured ratio QT /T , the only quantity in (2 + QT /T )/(d + 2) that the
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Table 3: Instance I3 at β = 0.2: the measured global-JVP count per accepted iteration, and the
communication volume to reach Gap(z̃T ) ≤ 10−3 Gap(z0) relative to Exact-J, as d grows by a
factor 18. The certified method is the one using the step-dependent choice δdir

k ; means over five
replicas.

d T to tolerance QT /T payload ratio
certified Exact-J realized (2+QT /T )/(d+2)

18 30.2 50.0 1.000 9.1·10−2 1.5·10−1

40 33.6 55.4 1.000 4.3·10−2 7.1·10−2

80 38.8 62.2 1.000 2.3·10−2 3.7·10−2

160 44.8 71.0 1.000 1.2·10−2 1.9·10−2

320 51.2 79.0 1.000 6.0·10−3 9.3·10−3

algorithm controls. Table 3 reports it on I3 at β = 0.2 over a factor 18 in d, together with the
end-to-end communication-volume ratio at a fixed accuracy, which also carries the ratio of the
iteration counts.
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